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The Regional Testbed code is divided into two parts to facilitate the incorporation of new or existing ecosystem models.  The “framework” includes the integrator, the numerical routines for the physics (vertical mixing, vertical advection, forcing, etc.), I/O required for the above routines, and netCDF output of state variables.  The ecosystem components include all routines specific to a particular ecosystem model, including I/O (initial conditions and forcing fields which are not part of the framework), the ecosystem initialization, and ecosystem dynamics.  The coupling between the framework components and the ecosystem components has been minimized as much as seemed reasonably possible; exceptions are noted below.  Replacing the ecosystem model in the sample code with a new model should only involve changes to the ecosystem model files, which are identified by the “eco_” prefix.

The Tangent linear and Adjoint Model Compiler (TAMC) was used to generate the adjoint code.  To accomodate TAMC, some of the code is awkward in its general organization.  If you plan to use TAMC to generate adjoints, this structure works reasonably well.

This code represents a substantial rewrite of the framework code presented and used at the “Regional Ecosystem Modeling Testbed Workshop,” held at Old Dominion University, Norfolk VA, 31 March - 2 April, 2003.  The original code was developed by Marjy Friedrichs and modified by John Klinck.  This assimilative code was developed by Jeff Dusenberry. 

Fortran routines

The Fortran routines are divided up as follows:

Framework forward model:  

driver.f90

common_mod.f90

const.f90

forcing.f90

grid.f90

io.f90

kinds_mod.f90

light.f90

model_mod.f90

numeric_subs.f90

physderivs_mod.f90

types.f90

The main program is found in driver.f90, and model_mod contains the high level routines which perform the integration.  The names of the files should be self-explanatory in most cases.  Ecosystem model code is free to use as necessary any constants or variables defined in these files - the sample ecosystem model provided shows how this might be done.  Of particular note is common_mod.f90, which includes global variables for the initial conditions and forcing fields.  Note that the declaration of the array for ecosystem state variables and diagnostics is done in the model subroutine (in model_mod.f90).  This is the most notable exception to the decoupling of the framework and ecosystem code - the framework manages the storage of the state variables and diagnostics, while the ecosystem component is required to provide the dimensions needed (see below).  This arrangement seems to make it easier and more robust to use TAMC to generate the adjoint.

Framework adjoint code:  

adjoint_test.f90

adcost.f90

adlight.f90

admodel_mod.f90

adnumeric_subs.f90

adphysderivs_mod.f90

This code includes adjoints to the modules/subroutines in the forward model framework above.  A test program (adjoint_test.f90) based on a Taylor expansion of the cost function is provided which iterates through a set of increasingly smaller perturbations in the ecosystem parameters.  The value of the ratio printed to the screen ‘dJ:d’ should approach 1 as the change in parameters approaches zero.

Optimization routines:   

adjoint_driver.f90

adj_common.f90

n1qn3_mod.f

The main program for running the optimization is adjoint_driver, which uses N1QN3 to perform the optimization.  Optimization specific parameter values are in adj_common.f90, and are explained in the N1QN3 documentation.  The n1qn3_mod.f is a slightly modified version of n1qn3, which was modified by encapsulating it in a module and changing the variable declarations to use explicitly sized arrays.

Ecosystem forward model routines:   

eco_common.f90

eco_derivs.f90

eco_params.f90

derivs_mod.f90

The three files (modules) prefixed by “eco_” are required by the framework.  The sample ecosystem uses one other module (derivs_mod) which contains code for the ecosystem dynamics.  Depending on how existing code is arranged, it may be easier to use the eco_* routines required as wrappers to existing routines.  Required variables and subroutines are indicated in the code with a “Required” comment and are described below.  The remaining routines are ecosystem specific and can be adapted and re-used or replaced entirely as appropriate for a given ecosystem model.

Required parameters in eco_params include:

numstatevar - the number of state variables in the ecosystem model

nparams_bio - the total number of ecosystem parameters.  This set of ecosystem model parameters should include all parameters that might be optimized

nparams_opt - the number of ecosystem parameters subject to optimization. The set of optimizable parameters is a subset of the set of ecosystem parameters (nparams_bio), and it is only this set that the optimizer sees.  The remaining parameters will not be subject to optimization and will retain their initial values throughout the process.

bio_opt_map(nparams_opt) - this is a mapping from the full set of ecosystem parameters to the subset subject to optimization.  It is a list of the parameter indices for those parameters which are subject to optimization.  This mapping makes it relatively easy to add/remove parameters from the list being optimized.

Note that the eco_params module in the sample code provides a list of indices for state variables and ecosystem parameters.  These are not strictly required, but they work well within this context.  The remaining parameters in eco_params are ecosystem specific and can be adapted or removed as needed.

Required variables and subroutines in eco_common include:

wnsv(numstatevar) - sinking flux for each state variable.  Set to zero if the state variable doesn't sink or if you don't want the framework to compute the sinking flux.  Units are in m/day.

bbcnsv(numstatevar) - bottom boundary conditions for each state variable.  Units are the same as the base units of the state variable.  Use a value < -1 if you want the boundary conditions to be computed (extrapolated) from the values of the state variables.

aeonsv(numstatevar) and hansv(numstatevar) - these are required but not yet used.  Set to zero.

bio_ncvaratts(numstatevar), diag_ncvaratts(numdiagvar) - these are required for netCDF output of state variables and diagnostic fields.  The use of netCDF is highly recommended, as it will facilitate plotting and comparisons between models.  The first three fields of this variable are the short name, the long name, and the units.  The short name is the variable name in the netCDF file and must be unique.  Note that the framework provides ASCII output for the model results at those points where the cost function is evaluated.

subroutine read_eco(bioparams) - reads in (or otherwise sets) initial values for biological parameters.  This routine is called once at the beginning of the forward model, prior to any integration or optimization.  This routine can also be used to read in forcing fields (e.g. surface Fe deposition) which are not provided by the framework.  The framework currently provides temperature, vertical diffusivity, mixed layer depth, surface PAR, and vertical velocities.

Required subroutines in eco_derivs include:

subroutine bioderivs - calculates derivatives and diagnostic variables at each timestep.  This is called by the integrator.

subroutine read_ic - reads in (or otherwise sets) initial conditions for state variables.  

subroutine get_costpred(cpred,csed_pred,bio,diag,bioparams) -  this routine is called after the integrator has finished the time evolution of the state variables, and provides a mechanism for extracting from the state variables (and diagnostics, if necessary) predicted values of chlorophyll, nitrate, zooplankton, productivity, and export in a format which can be used in the cost function.  The two dimensional fields (chlorophyll, nitrate, zooplankton, and productivity) are returned in the cpred array - documentation of the units required is provided in the code.  Sediment trap fluxes are returned in the csed_pred array.  The bio, diag, and bioparams arrays are the state variables, diagnostics, and ecosystem parameters, respectively, and are provided as input fields.  Note that productivity is measured over a 24-hour cycle - the sample code sums up productivity values for a 24-hour period to obtain this estimate.

subroutine bioderivs_init(bio_prev,istep,par) - this subroutine is called by the integrator prior to calling bioderivs.  It is provided as a convenient location for any initialization that needs to be performed prior to calling bioderivs.  In the sample code, bioderivs_init is responsible for computing the light field.  

Ecosystem adjoint routines:

adeco_common.f90

adeco_derivs.f90

adderivs_mod.f90

Of these, only adeco_derivs is required by the framework.  adeco_common may be used for any adjoint variables corresponding to variables in eco_common.  Since the sample model uses the supplemental routines in derivs_mod, the corresponding adjoints were provided in adderivs_mod.  Three subroutines in adeco_derivs are required: adbioderivs, adbioderivs_init, and adget_costpred.  These are adjoints corresponding directly to the forward routines discussed above.

Hessian routines:

hessian_driver.f90

hessian_mod.f90

The main program for implementing the hessian computation is ‘hessian_driver’.  This program uses a finite difference approach to compute an estimate of the hessian matrix.  The module ‘hessian_mod’ is used with N1QN3 to extract out the inverse of the hessian from N1QN3.  If the minimim of the cost function is reached, the inverse of the hessian obtained from ‘hessian_driver’ should be similar to the inverse hessian computed from ‘hessian_mod’.  The hessian matrix can be used to compute parameter sensitivities, correlations, and uncertainties associated with the optimized parameter values.

Compiling and Running the Programs

A Makefile is provided which has been tested with the GNU make utility on a Linux system with Intel's Fortran compiler (version 8).  By default, ‘gmake’ will generate three executables:  driver, which is the forward model;  adjoint_driver, which is the optimization program; and test_adjoint, which can be used to test the adjoint code.  Use ‘gmake driver’ if the adjoint code has not yet been generated, as the other programs will generate errors without the adjoint code. This code requires access to a Fortran 90 compiler;  the relevant macros at the beginning of the Makefile may need to be edited to match your particular compiler and environment.  

The Makefile uses a vpath directive to make it easier to separate framework code and code for individual ecosystem models.  I recommend keeping the framework code separate (and untouched) in a directory different than your working directory and using the vpath directive to point to this directory.  

There are three input files required for these programs.  In the code provided, these are named input_4, eco_params.in, and adj_params.in.  All three files use namelist I/O.  The first file (input_4) must be used as stdin on all three programs;  this file simply provides the location of the output and forcing files as well as the names for the other two input files.  The eco_params.in file is used to specify initial parameter values for the ecosystem model.  If the namelist is empty, hardcoded default values will be used.  These parameter values are used in both the forward model (driver) and as the starting point for the optimizer (adjoint_driver).  The adj_params.in file is only used by the optimizer, and is used to adjust the parameters controlling the optimization, such as dxmin or epsg.  See the adjoint_init subroutine in adj_common.f90 for a full list of parameters and their default values.
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